Contents – Part I

Detection, Recognition and Retrieval

CNN Image Retrieval Learns from BoW: Unsupervised Fine-Tuning with Hard Examples .......................................................... 3
   Filip Radenović, Giorgos Tolias, and Ondřej Chum

SSD: Single Shot MultiBox Detector .................................................. 21
   Wei Liu, Dragomir Anguelov, Dumitru Erhan, Christian Szegedy,
   Scott Reed, Cheng-Yang Fu, and Alexander C. Berg

A Recurrent Encoder-Decoder Network for Sequential Face Alignment .... 38
   Xi Peng, Rogerio S. Feris, Xiaoyu Wang, and Dimitris N. Metaxas

Robust Facial Landmark Detection via Recurrent Attentive-Refinement Networks ................................................................. 57
   Shengtao Xiao, Jiashi Feng, Junliang Xing, Hanjiang Lai,
   Shuicheng Yan, and Ashraf Kassim

Poster Session 1

Learning to Refine Object Segments ................................................ 75
   Pedro O. Pinheiro, Tsung-Yi Lin, Ronan Collobert, and Piotr Dollár

Deep Automatic Portrait Matting .................................................... 92
   Xiaoyong Shen, Xin Tao, Hongyun Gao, Chao Zhou, and Jiaya Jia

Segmentation from Natural Language Expressions ............................. 108
   Ronghang Hu, Marcus Rohrbach, and Trevor Darrell

Semantic Object Parsing with Graph LSTM ..................................... 125
   Xiaodan Liang, Xiaohui Shen, Jiashi Feng, Liang Lin,
   and Shuicheng Yan

SSHMT: Semi-supervised Hierarchical Merge Tree for Electron Microscopy Image Segmentation .............................................. 144
   Ting Liu, Miaomiao Zhang, Mehran Javanmardi, Nisha Ramesh,
   and Tolga Tasdizen

Towards Viewpoint Invariant 3D Human Pose Estimation ................. 160
   Albert Haque, Boya Peng, Zelun Luo, Alexandre Alahi, Serena Yeung,
   and Li Fei-Fei
XXVI  Contents – Part I

Person Re-Identification by Unsupervised $\ell_1$ Graph Learning .......................... 178
  Elyor Kodirov, Tao Xiang, Zhenyong Fu, and Shaogang Gong

Deep Learning the City: Quantifying Urban Perception at a Global Scale .......... 196
  Abhimanyu Dubey, Nikhil Naik, Devi Parikh, Ramesh Raskar,
  and César A. Hidalgo

4D Match Trees for Non-rigid Surface Alignment ................................. 213
  Armin Mustafa, Hansung Kim, and Adrian Hilton

Eigen Appearance Maps of Dynamic Shapes ............................................ 230
  Adnane Boukhayma, Vagia Tsiminaki, Jean-Sébastien Franco,
  and Edmond Boyer

Learnable Histogram: Statistical Context Features for Deep
Neural Networks .......................... ........................................... 246
  Zhe Wang, Hongsheng Li, Wanli Ouyang, and Xiaogang Wang

Pedestrian Behavior Understanding and Prediction with Deep
Neural Networks .......................... ........................................... 263
  Shuai Yi, Hongsheng Li, and Xiaogang Wang

Real-Time RGB-D Activity Prediction by Soft Regression ....................... 280
  Jian-Fang Hu, Wei-Shi Zheng, Lianyang Ma, Gang Wang,
  and Jianhuang Lai

A 3D Morphable Eye Region Model for Gaze Estimation ......................... 297
  Erroll Wood, Tadas Baltrušaitis, Louis-Philippe Morency,
  Peter Robinson, and Andreas Bulling

Foreground Segmentation via Dynamic Tree-Structured Sparse RPCA ........ 314
  Salehe Erfanian Ebadi and Ebroul Izquierdo

Contextual Priming and Feedback for Faster R-CNN ............................. 330
  Abhinav Shrivastava and Abhinav Gupta

Efficient Multi-view Surface Refinement with Adaptive Resolution Control ... 349
  Shiwei Li, Sing Yu Siu, Tian Fang, and Long Quan

Gaussian Process Density Counting from Weak Supervision .................... 365
  Matthias von Borstel, Melih Kandemir, Philip Schmidt, Madhavi K. Rao,
  Kumar Rajamani, and Fred A. Hamprecht

Region-Based Semantic Segmentation with End-to-End Training ............... 381
  Holger Caesar, Jasper Uijlings, and Vittorio Ferrari
Fast 6D Pose Estimation from a Monocular Image Using Hierarchical Pose Trees

Yoshinori Konishi, Yuki Hanzawa, Masato Kawade, and Manabu Hashimoto

Learning Models for Actions and Person-Object Interactions with Transfer to Question Answering

Arun Mallya and Svetlana Lazebnik

A Software Platform for Manipulating the Camera Imaging Pipeline

Hakki Can Karaimer and Michael S. Brown

A Benchmark and Simulator for UAV Tracking

Matthias Mueller, Neil Smith, and Bernard Ghanem

Scene Depth Profiling Using Helmholtz Stereopsis

Hironori Mori, Roderick Köhle, and Markus Kamm

Projective Bundle Adjustment from Arbitrary Initialization Using the Variable Projection Method

Je Hyeong Hong, Christopher Zach, Andrew Fitzgibbon, and Roberto Cipolla

Localizing and Orienting Street Views Using Overhead Imagery

Nam N. Vo and James Hays

Hollywood in Homes: Crowdsourcing Data Collection for Activity Understanding

Gunnar A. Sigurdsson, Gül Varol, Xiaolong Wang, Ali Farhadi, Ivan Laptev, and Abhinav Gupta

Shuffle and Learn: Unsupervised Learning Using Temporal Order Verification

Ishan Misra, C. Lawrence Zitnick, and Martial Hebert

DOC: Deep OCclusion Estimation from a Single Image

Peng Wang and Alan Yuille

RepMatch: Robust Feature Matching and Pose for Reconstructing Modern Cities

Wen-Yan Lin, Siying Liu, Nianjuan Jiang, Minh. N. Do, Ping Tan, and Jiangbo Lu

Convolutional Oriented Boundaries

Kevis-Kokitsi Maninis, Jordi Pont-Tuset, Pablo Arbeláez, and Luc Van Gool
<table>
<thead>
<tr>
<th>Title</th>
<th>Page</th>
</tr>
</thead>
<tbody>
<tr>
<td>Superpixel Convolutional Networks Using Bilateral Inceptions</td>
<td>597</td>
</tr>
<tr>
<td>Raghudeep Gadde, Varun Jampani, Martin Kiefel, Daniel Kappler,</td>
<td></td>
</tr>
<tr>
<td>and Peter V. Gehler</td>
<td></td>
</tr>
<tr>
<td>Sublabel-Accurate Convex Relaxation of Vectorial Multilabel Energies</td>
<td>614</td>
</tr>
<tr>
<td>Emanuel Laude, Thomas Möllenhoff, Michael Moeller, Jan Lellmann,</td>
<td></td>
</tr>
<tr>
<td>and Daniel Cremers</td>
<td></td>
</tr>
<tr>
<td>Building Dual-Domain Representations for Compression</td>
<td>628</td>
</tr>
<tr>
<td>Jun Guo and Hongyang Chao</td>
<td></td>
</tr>
<tr>
<td>Geometric Neural Phrase Pooling: Modeling the Spatial Co-occurrence of Neurons</td>
<td>645</td>
</tr>
<tr>
<td>Lingxi Xie, Qi Tian, John Flynn, Jingdong Wang, and Alan Yuille</td>
<td></td>
</tr>
<tr>
<td>Photo Aesthetics Ranking Network with Attributes and Content Adaptation</td>
<td>662</td>
</tr>
<tr>
<td>Shu Kong, Xiaohui Shen, Zhe Lin, Radomir Mech, and Charless Fowlkes</td>
<td></td>
</tr>
<tr>
<td>SDF-2-SDF: Highly Accurate 3D Object Reconstruction</td>
<td>680</td>
</tr>
<tr>
<td>Miroslava Slavcheva, Wadim Kehl, Nassir Navab, and Slobodan Ilic</td>
<td></td>
</tr>
<tr>
<td>Knowledge Transfer for Scene-Specific Motion Prediction</td>
<td>697</td>
</tr>
<tr>
<td>Lamberto Ballan, Francesco Castaldo, Alexandre Alahi, Francesco Palmieri, and Silvio Savarese</td>
<td>714</td>
</tr>
<tr>
<td>Weakly Supervised Localization Using Deep Feature Maps</td>
<td></td>
</tr>
<tr>
<td>Archith John Bency, Heesung Kwon, Hyungtae Lee, S. Karthikeyan, and B.S. Manjunath</td>
<td>732</td>
</tr>
<tr>
<td>Embedding Deep Metric for Person Re-identification: A Study Against Large Variations</td>
<td>749</td>
</tr>
<tr>
<td>Hailin Shi, Yang Yang, Xiangyu Zhu, Shengcai Liao, Zhen Lei, Weishi Zheng, and Stan Z. Li</td>
<td></td>
</tr>
<tr>
<td>Learning to Track at 100 FPS with Deep Regression Networks.</td>
<td></td>
</tr>
<tr>
<td>David Held, Sebastian Thrun, and Silvio Savarese</td>
<td></td>
</tr>
<tr>
<td>Matching Handwritten Document Images</td>
<td>766</td>
</tr>
<tr>
<td>Praveen Krishnan and C.V. Jawahar</td>
<td></td>
</tr>
<tr>
<td>Semantic Clustering for Robust Fine-Grained Scene Recognition</td>
<td>783</td>
</tr>
<tr>
<td>Marian George, Mandar Dixit, Gábor Zogg, and Nuno Vasconcelos</td>
<td></td>
</tr>
<tr>
<td>Scene Understanding</td>
<td>801</td>
</tr>
<tr>
<td>Ambient Sound Provides Supervision for Visual Learning</td>
<td></td>
</tr>
<tr>
<td>Andrew Owens, Jiajun Wu, Josh H. McDermott, William T. Freeman,</td>
<td></td>
</tr>
<tr>
<td>and Antonio Torralba</td>
<td></td>
</tr>
</tbody>
</table>
Grounding of Textual Phrases in Images by Reconstruction .......... 817
   Anna Rohrbach, Marcus Rohrbach, Ronghang Hu, Trevor Darrell, and Bernt Schiele

Improving Multi-label Learning with Missing Labels by Structured Semantic Correlations .................. 835
   Hao Yang, Joey Tianyi Zhou, and Jianfei Cai

Visual Relationship Detection with Language Priors .................. 852
   Cewu Lu, Ranjay Krishna, Michael Bernstein, and Li Fei-Fei

Author Index ................................................................. 871
Computer Vision – ECCV 2016
14th European Conference, Amsterdam, The Netherlands, October 11-14, 2016, Proceedings, Part I
Leibe, B.; Matas, J.; Sebe, N.; Welling, M. (Eds.)
2016, XXIX, 873 p. 330 illus., Softcover
ISBN: 978-3-319-46447-3